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An ongoing sugarcane decision support research project in South Africa is aimed at developing a decision
support system capable of providing computerised support to those charged with the task of scheduling
sugarcane harvesting operations in South Africa. In situations where the number of fields is large and
when the conditions under which the crops are growing change frequently—for example as a result of
climatic, biological or management-related events—computerised support is applicable. Commercial
growers have provided data suitable for regression modelling of the parameters that govern the values
and costs involved, and have participated in two consecutive preliminary system evaluation and devel-
opment experiments conducted during the 2009 and 2010 harvesting seasons. The optimisation models
underlying the decision support system are based on a time-dependent travelling salesman problem for-
mulation and are solved approximately by means of a tabu search in a Microsoft Visual Basic for Appli-
cations (VBA) for Excel environment. The growers who participated in the evaluation experiments
responded positively to the decision support system and stated that it may be useful to large-scale sug-
arcane producers as well as emerging growers. The authors’ findings are that the decision support system
provides support in practical sugarcane harvest scheduling and that one series of regression fits is
required for each agroclimatically and management-wise homogenous area.

� 2012 Elsevier B.V. All rights reserved.
1. Introduction

Sugarcane is a species of the grass family (Poaceae) and is cul-
tivated for its sugar content in sub-tropical and tropical climates.
It is the world’s largest source of sugar and 160 million tons of
the commodity is consumed annually. The processing of sugarcane
is complicated and capital intensive, which makes it unprofitable
to build sugar mills capable of processing the annual crop in a
few weeks’ time. This coupled with the fact that sugarcane deteri-
orates significantly within a day or two following harvest forces
the harvesting season for sugarcane to extend over large parts of
the year. Since sugarcane displays a bell-shaped sucrose curve
peaking once a year (in South Africa this occurs in July), the sugar
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industry has to perform a continuous balancing act to maximise
the across-the-supply-chain profit. For any sugar company in the
world, annual capital investment costs must be outweighed by
an increase in annual sucrose yield. The sugar companies therefore
attempt to maintain a consistent processing rate for a necessary
length season. Their objective is therefore to maximise total sea-
sonal sugar output while minimising total seasonal fixed and oper-
ational costs. The sugarcane growers, on the other hand, are
usually ready to harvest their annual crop in a significantly shorter
time. For them, the dry parts of the harvesting season are more
profitable due to simpler loading and transport operations and,
for those who burn cane pre-harvest, cleaner burns with less fibre
and mud content in the cane consignments.

The research described in this paper is concerned with comput-
erised decision support to those charged with the task of schedul-
ing sugarcane harvesting operations on a continual basis in South
Africa. The strategic point of view to this problem considers large
areas at a time—as large as entire mill regions—and has drawn con-
siderable attention from the research community. For example,
work by Piewthongngam et al. (2009), Le Gal et al. (2008), Grunow
et al. (2007), Higgins (2006), Jiao et al. (2005), Higgins and Postma
(2004) and Guilleman (2003) shows that there are opportunities
for large cost savings and revenue improvement while the keys
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to these benefits are acceptance and collaboration between grow-
ers and millers. The seasonal, farm-level point of view on sugar-
cane harvest scheduling dealing with lesser areas and generally
shorter scheduling horizons has been examined by, for example,
Stray (2010), Prestwidge et al. (2009), Salassi et al. (2002), Haynes
and Prestwidge (2001), and as early as during the 1970s by Whan
et al. (1978) and Strong and Wolanowski (1976). These studies
indicate that there are possible benefits even at the single-farm
level.

The forestry area provides similar problems and similar sug-
gested solutions, for example those of Karlsson et al. (2003) or
Rönnqvist (2003), while the size of forestry harvesting fronts are
generally substantially larger, the planning horizon is far longer
and, perhaps most importantly, the decision making on harvesting
is with a central control point, not individual growers as in sugar-
cane production in South Africa.

In South America, the mill often owns the surrounding farms,
which offers opportunities for decision support different to the
one presented here, more similar to forestry problems. According
to Grunow et al. (2007), each hacienda (farm) can take several days
to harvest, and this is performed in a single round. The advantages
of being able to harvest a whole hacienda in a single effort out-
weighs the comparably petty considerations taken by growers in
South Africa, and thus a whole hacienda in South America may best
be viewed as a single very large field in the South African situation.
There is a severe mismatch in the importance attributed to the
various constraints and events that govern the harvesting decision
between South Africa and South America, due to this size differ-
ence. As an example, consider an extraneous event such as a single
field in South Africa experiencing dry conditions, situated on the
north-facing slope of a hill. That field should be harvested sooner
than some of the other fields due to its condition, while the event
would have to strike a whole—or large part of—a hacienda to cause
that hacienda to be prioritised. The model developed by Grunow et
al. (2007) did take certain extraneous events into consideration,
such as illegal fires, plant diseases, equipment failures and weather
conditions (explicitly rain), while the model was at its first level
designed to plan the cultivation rather than the seasonal harvesting
sequence. The harvesting decision in the second-level model in
Grunow’s three-tiered system considers each hacienda as one unit,
so one may assume that the state of one individual field is weighed
against the state of the hacienda as a whole, something which is
not done in the South African case where the farm is harvested
over nine months, not a few days. Furthermore, the cultivation
planning stage of Grunow’s Venezuelan model ‘‘knows’’ that the
hacienda will be harvested over a short period of time, and thus
tends to schedule the cultivation so as to achieve maximum sugar
content over a short period of time for a given hacienda. May then
the Venezuelan model be adapted to the South African case by
treating the fields as haciendas? The problem with such a transla-
tion is that the Grunow’s model, which here represents the state-
of-the-art in South America, does not cater for the inclusion of
the value of the sugarcane in the harvest planning model; this is
dealt with by assuming that the cultivation plan has been followed.
The cultivation planning model by Grunow et al. (2007) cannot be
easily adapted to the South African case since it does not encom-
pass the detail required to model South African field-level plan-
ning. Grunow’s model focuses on the variability in weather
conditions throughout the country, sufficient for cultivation plan-
ning in South America. Cultivation planning on South African farms
is based on other varying conditions throughout the particular
farm, e.g., soil type, topology, weather conditions, maintaining a
mosaic of old and young crops. A decision support system for the
South African case should perhaps either model cultivation differ-
ently or leave it to the farmer, and instead allow for a maximisation
of revenue in the harvest planning stage.
In Australia, the system of cane delivery is slightly different with
the season being divided into so called ‘‘harvesting rounds.’’ A
grower in Australia is entitled to deliver a certain percentage of
the crop each round, and will so harvest his/her crop (or have it har-
vested by a contractor) in a more inconsistent fashion compared to
the South African counterpart. Harvest planning models therefore
allocate paddocks (fields) into these rounds, rather than in a contin-
uous sequence. This harvesting behaviour is expressly taken into
consideration in the Australian sugarcane harvest scheduling
software SugarMax described in Prestwidge et al. (2009).

2. Problem description

The harvest scheduling problem is a global problem of sugar-
cane production and processing, and in South Africa it is mitigated
by means of regulations, mainly through the so called Sugar Act
(Act No. 9 of 1978) and the Sugar Industry Agreement (SIA). The
SIA describes the responsibilities of the South African Sugar Asso-
ciation, the Administration Board, the Appeals Tribunal and each
Mill Group Board (one per mill region), which together form the
main body of regulation.

These organs list allowed sugarcane varieties, enforce the rules
for computing cane payment by the millers to the growers and for
cane delivery: a grower should usually deliver a daily tonnage of
harvested sugarcane called a daily rateable delivery (DRD). Fur-
thermore, each grower should provide estimates of how much
cane they intend to deliver for the rest of the season to their home
mill, so that the mill can control the daily rateable delivery amount
of each grower in the region (ensuring that the entire harvest is
completely processed by the end of the milling season).

In terms of decision making in practice, the home mill can de-
cide how much cane a grower should deliver. The DRD is the
amount, measured in tons of cane, that a grower is obligated to de-
liver to his or her home mill on a daily basis. The amount depends
on the number of days per week that the mill is open to receive
cane deliveries, here denoted by tcrush, the crushing rate in tons
per week that the mill can currently perform at, here denoted by
rcrush, the total mass of sugarcane in tons that the grower intends
to deliver during the remainder of the season, here denoted by
mgrower, and the total mass of sugarcane in tons to be delivered dur-
ing the remainder of the season by all growers in the region, here
denoted by mall. The DRD may then be expressed as

DRD ¼ mgrower

mall �
rcrush

tcrush : ð1Þ

The rate and consistency of harvesting is thus regulated, while
the growers are free to choose which field should be harvested
when. Providing decision support to a miller regarding which exact
field should be harvested when or in which order all the fields of
the region should be sequenced, would only be of practical interest
if the miller owns the land in question. The most common situation
in South Africa is that the farms are not owned by the mill, there-
fore a decision support system for harvest scheduling at the field
level should be aimed at the needs of individual growers or grow-
ers who have joined their harvesting operations, or, in other words,
those charged with the decision of harvest scheduling. Obviously,
this does not exclude mill-owned estates.

Each field contains a crop of a certain sugarcane variety, age
since last (re)germination, crop class (plant crop or ratoon, where
first ratoon means that the field has been harvested once since
planting and its roots have re-germinated) and is in a particular
condition. The fields can be situated in such a way as to be more
or less sensitive to drought and may be more or less difficult to
harvest during the rainy season. The sugarcane varieties may be
more or less susceptible to infestations of various insect species
and more or less resistant to different diseases. Crop-growth and
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quality-pattern altering events can occur at any time. The monitor-
ing of the general status and health of the fields is mostly per-
formed manually, using eye-inspection to detect disease or other
problems, as well as judging expected tonnage. Sugarcane fields
vary in size, and are usually larger for larger farms. There may be
as few as ten or as many as one hundred fields or more on a com-
mercial sugarcane farm in South Africa.

In South Africa, growers are paid according to a relative recov-
erable value system. The payment system is designed to average
out seasonal variability in sugar content by means of a computa-
tional formula that computes the value of each consignment com-
pared to the weekly and seasonal average of the entire mill region.
A grower makes more money if he consistently beats the mill
weekly average recoverable value percentage. Since the introduc-
tion of the relative payment system, there is no general incentive
to harvest during peak sugar-levels.

The smallest sugarcane growers in South Africa grow sugarcane
on an average of 1.7 hectares of land and they are usually grouped
together in one of several ways. They may have signed a contract
with a company, usually called a contractor or haulier, to transport
their cane from the field to the mill. The contractor acts as a middle
man between growers and a mill, and usually controls when each
grower harvests. In practice, the miller assigns each grower a daily
rateable delivery upon which the growers surrender their alloca-
tions to the contractor who, in turn, pools all his growers’ alloca-
tions. This is known and endorsed by the miller, who then
accepts harvested cane from the contractor based on the pooled
allocation. When these groups grow large, issues of equitable treat-
ment amongst the members arise, motivating the question
whether decision support may provide the sought-after equity
while maintaining high total profit.

Family-owned sugar growers average 186 hectares of sugarcane
fields which corresponds to approximately 10,000 tons of cane per
year. The fields and the associated crops on these larger farms are
usually harvested according to some rule-based prioritisation-
scheme combined with the decision maker’s judgment and risk
proclivity. The fields are harvested in a sequence intended to max-
imise the grower’s profit across the milling season, taking future
implications of each field’s time of harvest into account as well
as maintaining the harvesting rate required to adhere to the DRD.
In an effort to learn how this is achieved in practice, the authors
conducted several informal interviews of commercial growers
prior to and during the development of the decision support sys-
tem presented in the paper, and the outcome may be synthesised
into the following—not exact—ordered prioritisation list:

1. Fields with millable stalks that have recently died of frost,
drought or other extraneous events, should be harvested first
since they are losing value rapidly.

2. If in the part of the year where re-germination is quick, dead
crops with unmillable stalks are usually harvested.

3. Fields that have been heavily damaged by extraneous events
such as frosts, fires, disease or insect infestations are usually
prioritised according to severity and rate of value loss.

4. Fields that are very difficult and expensive to harvest during
the wet season are usually scheduled for harvest during the
dry part of the season.

5. If the weather is dry and the forecast is more dry weather,
fields in shallow soil, with drought-sensitive sugarcane varie-
ties or on exposed locations (hill tops, slopes facing the sun
during the day) are usually prioritised.

6. In areas where crops grow for about 2 years, such as the
KwaZulu-Natal Midlands, adjacent fields are often harvested
during alternate seasons, so as to maintain an age difference
between them. In areas of 12-month crops, differences
between adjacent fields are maintained only through early/
late harvest or different sugarcane varieties. The differences
are important to control the spread of fire and disease.

7. Fields that have been sprayed with chemical ripener are usu-
ally harvested within a certain time window.

8. Fields that are to be ploughed-out are usually harvested early
in the season.

9. Older fields should generally be prioritised over younger
fields.

10. A crop of a sugarcane variety with a currently higher sucrose
content than others is prioritised.

11. Crops that have blown down (an event known as lodging),
since such crops experience reduced growth rate.

The objectives of the work presented in this paper are to

� design and develop a scheduling-based decision support system
(DSS) capable of finding a suitable harvesting sequence that can
be used in support of harvesting operations scheduling,
� test and further develop this DSS in the actual harvesting oper-

ations of a grower syndicate regarding the decision support as
well as uncovering its flaws and points of possible future
research.

3. Materials and methods

A validation and development study was completed in collabo-
ration with a single grower syndicate with approximately
450 hectares to be harvested each year, located in KwaZulu-Natal.
The syndicate had been formed earlier by four growers in an at-
tempt to alleviate labour problems through scale advantages, and
consists of five farms (one of the growers controls two farms).
The five farms had been partitioned into two distinct harvesting
fronts due to their geographical location and agroclimatic charac-
teristics, so that harvesting operations occur on two parallel har-
vesting fronts, or ’’cutting faces’’. Harvesting takes place on two
fields at a time, one field in each harvesting front.

The authors constantly changed the DSS over 2 years (2008–
2009) and started testing it during 2009 while changes were still
being implemented. The authors emailed a printout of the DSS-
generated harvesting schedule on a biweekly basis, constituting
the only process between the authors and the subjects as far as
the workings of the DSS itself is concerned. The changes were also
based on more than ten interviews of growers and other industry
participants conducted during 2008 as well as responses to a ques-
tionnaire posed to the growers in conjunction with the biweekly
email contact. Sixteen such questionnaires were completed during
2009. Several days spent in the field with the syndicated growers
and their harvesting operations manager, and multiple discussions
over the phone, provided an understanding of detailed issues with
the harvesting planning in practice.

The modelling techniques were questioned from early 2008 un-
til the end of 2009, and ideas about modelling ranged from queuing
models to discrete event simulation models and even simple Excel
spreadsheet solutions. The fact that optimisation models can mit-
igate between different kinds of objectives and run through vast
numbers of alternative solutions quickly made them particularly
attractive in this case.

The inner workings of the DSS being hidden from the intended
users causes concern that its output may not be received with con-
fidence and understanding. The involved growers, however, had no
problem accepting that Rands was used as a common evaluator of
all costs, revenues, environmental events and farm management
decisions, and that the computer could pick the most valuable har-
vesting sequence based on these values.



Fig. 1. Conceptual DSS architecture.
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4. Development of the decision support system

The framework of the evolving DSS was based on multiple
regression modelling of cane yield and of recoverable value per-
centage (RV %), time-wise linear penalty functions for incorporating
the effects of extraneous events, and a cost/revenue approach to
evaluating the desirability of the schedules. The best schedule is
found by means of optimisation modelling. The definition of RV is
given in detail by Murray (2000). To set up the proposed DSS in a
practical situation, first historical productivity data on each cane
variety in the homogenous area (a farm, for instance) is collected
and used to build a regression model of its cane yield and recover-
able value percentage as a function of age and time of year and
other factors as far as statistical significance is obtained. Secondly,
the current status of each crop on the farm is recorded and input
into the DSS, which should include information on any extraneous
events having occurred on the fields, if they are to be ploughed out
or have been chemically ripened and when. The DSS will compute
an estimate of the future revenue and cost of harvest for each
remaining day of the season for each field. These values are based
on the cane yield and recoverable value percentage from the regres-
sion models, the time-wise linear penalty functions if events have
occurred as they apply to each day of the rest of the season, and a
time dependent risk-of-wet-conditions penalty for fields that are
difficult to harvest during the wet season. The costs are finally sub-
tracted from the revenues, yielding a profit associated with harvest-
ing each field each day throughout the remainder of the season. The
optimisation algorithm orders the fields so as to maximise the total
profit from harvesting all of the fields, and this ordering is the deci-
sion support provided to the person charged with the responsibility
of making the decision in reality. The DSS was implemented in
Excel, using VBA for programming its various modules.

The DSS is aimed at those persons or entities charged with
deciding harvesting sequences, regardless of the size of the opera-
tion. As long as each field is modelled properly and as long as the
operation is controlled by a single business entity (estate, farm,
syndicate-manager, etc.) it should be possible to provide comput-
erised support based on the methodology presented in this paper.

The modules that make up the DSS architecture are called the
user interface module, the run data module, the field database
module, the coefficient database module, the prediction models mod-
ule and the scheduling model module. The architecture is shown
schematically in Fig. 1.

4.1. User interface and databases

The user interface provides the means by which to populate the
coefficient database module, to populate the field database module,
to enter information into the run data module, and to control the
performance of the prediction models and scheduling model as well
as methods for producing legible harvesting schedules. The coeffi-
cient database module stores all coefficients for the prediction mod-
els, while the field database module stores all field data required for
the correct application of the prediction models module. The run
data module contains user-supplied information required for the
correct application of the scheduling model module.

4.2. The optimisation model

Our DSS is designed to sequence the fields of a harvesting oper-
ation over an entire season. The sequence is expected to be subject
to monthly managerial revision or updated whenever conditions
have changed significantly. The formulation of the underlying sea-
sonal harvest sequencing problem (SHSP) follows.
The asymmetric travelling salesman problem with time-depen-
dent costs (ATSPTDC) is a well-known variation of the celebrated
asymmetric travelling salesman problem, and in the ATSPTDC
inter-city costs depend on how much time has passed. According
to Albiach et al. (2008), the ATSPTDC is an extension of the
asymmetric travelling salesman problem with time windows and it is
capable of modelling time-dependency, both in terms of travel time
and travel cost. This rendered the ATSPTDC applicable in terms of a
model for the SHSP, since the cane yield and quality of a sugarcane
crop changes with time. The ATSPTDC is indeed at the core of the
following integer programming formulation.
4.2.1. Integer programming formulation
Let I ¼ 0;1;2; . . . ;n;nþ 1f g be the set of fields that have to be

harvested during the remainder of the harvesting season. Here
the fields 0 and nþ 1 are a dummy starting and ending field,
respectively, for a feasible harvesting sequence. The combined
time required to harvest field i 2 I and to physically travel to
any other field is denoted by ti, so we have assumed that travel
times are constant in this formulation. Let K ¼ 1;2; . . . ; b0f g be
the set of time periods (days) into which the season is divided,
where b0 ¼

P
i2Iti. Denote the profit from harvesting field i 2 I

beginning during time period k 2 K by pik. The parameters p0k,
pnþ1;k, t0 and tnþ1 are assumed to be 0 for all k 2 K. The decision
variable xijk is defined to take the value 1 if the harvesting oper-
ation leaves field i 2 I for field j 2 I during time period k 2 K , or
the value 0 otherwise. Furthermore, let yi denote the time period
during which the harvesting operation leaves field i and let Zþ

denote the set of positive integers. The time required to harvest
a field is assumed to be independent of the time of harvest. The
objective of the SHSP is then to
maximise z ¼
X
i2I

X
j2I

X
k2K

pikxijk ð2Þ

subject to the constraintsX
j2I

X
k2K

xijk ¼ 1; i 2 I n nþ 1f g; ð3Þ
X

i2I

X
k2K

xijk ¼ 1; j 2 I n 0f g; ð4Þ
X

j2I

X
k2K

xnþ1;j;k ¼ 0; ð5Þ
X

i2I

X
k2K

xi0k ¼ 0; ð6Þ

xijk ¼ 0; i ¼ j 2 I; k 2 K; ð7Þ
x0;nþ1;k ¼ 0; k 2 K; ð8Þ
y0 ¼ 1; ð9Þ
ynþ1 � 1 ¼ b0; ð10Þ
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yi þ ti �M 1� xijk
� �

6 yj; i 2 I n nþ 1f g; j 2 I n 0f g; k 2 K; ð11Þ

X
j2I

X
k2K

jxijk ¼ yi; i 2 I n nþ 1f g; ð12Þ

xijk 2 0;1f g; i; j 2 I; k 2 K; ð13Þ
yi 2 Zþ; i 2 I; ð14Þ

where (2) computes the total harvesting operational profit, (3) en-
sures that all fields except the dummy ending field are ‘‘exited’’ ex-
actly once and (4) ensures that all fields except the dummy starting
field are ‘‘entered’’ exactly once. Constraint sets (5) and (6) ensure
that the dummy ending field is not ‘‘exited’’ and that the dummy
starting field is not ‘‘entered’’, (7) forbids looping from a field to it-
self, while (8) ensures that the ending field is not ‘‘visited’’ immedi-
ately after the starting field. Constraint sets (9), (10), (11) and (12)
ensure that the time of harvest is advanced by ti time periods when
the harvesting operation moves from field i to field j. Finally, (13)
ensures that the decision variable xijk is binary and (14) ensures that
the decision variable yi is a positive integer.

4.2.2. Integer programming solution
The SHSP was initially formulated in Lindo System’s LINGO 11.0

(LINDO Systems, LINGO, 2010) and several pseudo-randomly gen-
erated instances were solved on an Intel Core2 vPro 3 GHz PC pro-
cessor with 4 GB RAM. LINGO mainly uses branch-and-bound but
also a relaxation induced neighbourhood search, a metaheuristic pro-
cedure designed to bring the advantages of local search to the
realm of integer programming and mixed integer programming
solution methodology (see Danna et al., 2005 for a detailed
description). The sizes of these problem instances and their solu-
tion times are shown in Table 1. In solving an instance with only
eight fields over twenty-one time periods (instance D), LINGO
found the optimal solution within two hours and the last six hours
were spent improving the lower bound so as to establish optimal-
ity. No feasible solutions were found within 15 h for an instance
with ten fields over twenty-one time periods (instance E). As a
practical size problem instance may involve more than fifty fields
and two-hundred time periods, an alternative solution approach
was required.

4.2.3. A tabu search approach
The tabu search (TS) developed to solve the model (2)–(14) is

primarily based on the work by Glover (1989) and inspired further
by the paper of Yagiura et al. (2004). A feasible solution to the SHSP
is represented by a permutation vector x on the set 1;2; . . . ; Ij jf g
whose jth component xðjÞ ¼ i corresponds to field i 2 I being as-
signed harvesting sequence position j 2 I. The TS adopted to find
a good solution ðxIÞ to the SHSP comprises several components:
a random restart procedure (RR), a shift neighbourhood move
(SN), an ejection chain compound move (EC), as well as procedures
for handling tabu restrictions and aspiration criteria, all described
below. The TS is mainly guided by two objective function values
encountered during the course of its execution; these are the best
objective function value in (2) encountered so far, denoted by zI,
and the best objective function value encountered since the last
Table 1
Various SHSP instances were solved using LINGO 11.0. The time unit is seconds.

Instance Fields Periods CPU time limit
(s)

Feasible
solution

Optimality

A 5 14 3 Y Y
B 5 28 15 Y Y
C 7 21 30 Y Y
D 8 21 29,100 Y Y
E 10 21 54,000 N –
EC or RR application, denoted by z0. The TS begins by applying
the SN to the current solution, which returns a new current solu-
tion x. If the objective function value of the new current solution
is better than z0, an iteration counter denoted by no_local_impr is
set to 0, otherwise this counter is increased by 1. If the objective
function value of the solution is better than zI, an iteration counter
denoted by no_global_impr is set to 0. If no_local_impr is greater
than a certain value, the EC is applied to the current solution and
the iteration counter no_global_impr is increased by 1. If the coun-
ter no_global_impr is larger than a specified threshold, the RR is ap-
plied. A pseudo code algorithm of the tabu search is included in
Appendix B, Algorithm 1.

The random restart procedure (RR) generates a pseudo-random
permutation of a range of integers from 1 to the total number of
fields. The RR thus provides a new starting solution for the TS.

The SN finds the best admissible solution in a shift neighbour-
hood of the current solution. This shift neighbourhood is formed
by considering each possible shift of any field to any other position
in the harvesting sequence, each such consideration generating a
trial solution, denoted by x0. Define a neighbouring pair, denoted
by e ¼ ði; jÞ, where i; j 2 I and i–j, as any two neighbouring fields
(in terms of their position in the harvesting sequence) and let those
neighbouring pairs together constitute a set denoted by E. Further-
more, assume that x is ‘‘closed’’ by ‘‘connecting’’ its last field with
its first field (i.e., by wrapping the solution encoding). A sequence
x of fields may then be partially described by a subset of E, con-
structed by including those neighbouring pairs which appear in
x. For example, if x ¼ ½2;3;1�, the neighbouring pairs are ð2;3Þ,
ð3;1Þ and ð1;2Þ, the rightmost neighbouring pair ð1;2Þ constituting
the closing (or wrapping around) of the sequence.

The move from a current solution to a trial solution may now be
described in terms of deleted and added neighbouring pairs. For
example, if moving from x ¼ ½2;3;1� to x0 ¼ ½3;2;1� (by shifting
field 3 into position 1) none of the three neighbouring pairs
ð2;3Þ, ð3;1Þ or ð1;2Þ remain as neighbouring pairs in x0, hence
these neighbouring pairs are said to have been deleted. The three
added neighbouring pairs are ð3;2Þ, ð2;1Þ and ð1;3Þ.

There are six so-called tabu lists, denoted by T1, T2, T3, T4, T5 and
T6, respectively, which list neighbouring pairs that either may not
be deleted or may not be added.1 When considering a move from x
to x0, the deleted neighbouring pairs are tested for membership in
the tabu lists which contain neighbouring pairs that may not be de-
leted and the corresponding test is also performed for the added
neighbouring pairs. During these membership tests, if any neigh-
bouring pair e is found in any of its corresponding tabu lists, an aspi-
ration function, denoted by A eð Þ, is applied. If the aspiration criterion
A eð Þ < zðx0Þ is met, the move receives a passing status with respect
to the particular neighbouring pair. However, if the aspiration crite-
rion is not met, the move is given a non-passing status. The function
A eð Þ is updated so as to contain the best objective function value
obtainable by allowing the addition or deletion of neighbouring pair
e. The trial solution x0 with the best objective function value that has
achieved passing status for all associated neighbouring pairs is se-
lected to be returned to the TS as the new current solution x. Then
the neighbouring pairs that were added are added to the tabu lists
that list neighbouring pairs that may not be deleted, while the neigh-
bouring pairs that were deleted are added to the tabu lists that con-
tain neighbouring pairs that may not be added. The tabu lists have
1 The reason for employing six tabu lists is that it provides for the possibility of
enforcing more or less restrictiveness on moves based on the type of deleted or added
neighbouring pair. If desired, the length of the list that retains the middle added
neighbouring pair, for example, could be made longer or shorter as a means of
disfavouring or favouring certain kinds of algorithmic behaviour. Alternatively, a
passing status may be awarded to a move as long as the associated neighbouring pairs
are not present in more than some fraction of the lists.
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specified maximum lengths (tenures) and each time a neighbouring
pair is added to any full list, the oldest neighbouring pair is removed.

The EC rearranges the field harvesting sequence, employing
rules that facilitate the preservation of parts of the quality of the
sequence while seeking to diversify the TS. The EC starts by com-
puting a parameter value for each field that measures the relative
performance of the field during each period. This is achieved by
means of the performance parameter

!ik ¼
pik

max
u2K

piuf g ; i 2 I; k 2 K:

Given a particular harvesting sequence x, each field is assigned
a current relative performance, as a result of its time of harvest.
The field with the lowest current relative performance is deemed
to have the largest potential for improvement. This field is ejected
from the sequence, ‘‘opening’’ its position for another field. A se-
quence with such an ‘‘opening’’ is by convention called a reference
structure (Yagiura et al., 2004). The ejected field is reserved until
the end of the application of the EC, when it is assigned to the then
‘‘open’’ position. The reference structure has an improvement poten-
tial g defined as g ¼ 1�!ik. All other fields j 2 I; j–i are now com-
pared and the field with the largest value of !jk �!jm (where
m 2 K), is selected to move from position ‘ to position i in the ref-
erence structure (corresponding to moving from period m to period
k), where m is the current period of the selected field and k is the
period associated with the ‘‘open’’ position i. This is called a refer-
ence structure move. The reference structure move only occurs if
the condition !jm �!jk < g holds (the performance loss must be
less than the improvement potential). If the condition does not
hold, the EC stops performing reference structure moves. However,
if a reference structure move does indeed occur, g takes the value
g þ!jk �!jm and the EC continues to perform reference structure
moves by investigating the remaining fields with respect to their
relative performance increase/decrease values, possibly com-
pounding the chain of reference structure moves with another
move. Any field may only be subjected to one reference structure
move. The EC ends by assigning the first ejected field to the posi-
tion of the last ejected field, thus turning the reference structure
into a new solution encoding vector x.

The TS was coded in Microsoft’s VBA for Excel, and the investi-
gative computational results shown in Table 2 were obtained on
the same machine as for the integer programming instances men-
tioned in Section 4.2.2. The results indicate that the solution times
necessary to obtain acceptable solutions by means of the TS are
stable for instances A–E. Instance F was solved twice (the two runs
named F1 and F2, respectively) using different time limits, achiev-
ing results approximately 0.01 unit percentage apart in terms of
optimality. Given the large sources of variability that exist in the
Table 2
SHSP instances solved by means of the TS. The time limits are in seconds. Note that
instances D and E did not require an increase in the time limit. Optimality was
computed as what fraction of the lower bound remained as a gap between the lower
bound and the objective function value of the best solution found. A practical size
instance was run twice (F1 and F2) using a lower bound computed by summing the
minimum cost during any period for each field, since there was no LP-relaxation
solution available.

Instance Fields Periods CPU time limit
(s)

Feasible
solution

Optimality
gap

A 5 14 10 Y 0.001100
B 5 28 15 Y 0.002480
C 7 21 30 Y 0.000788
D 8 21 30 Y 0.000100
E 10 21 30 Y 0.010351
F1 60 210 300 Y 60.0955
F2 60 210 900 Y 60.0954
practical application of harvest scheduling, the optimality gaps of
Table 2 should not be over-interpreted.
4.3. Parameters

The prediction models module contains cane yield models,
recoverable value percentage prediction models, the cane yield
event models, the recoverable value percentage event models,
the event penalisation models, the harvesting cost models, the
wet conditions probability models, the relative recoverable value
payment system models, the mill area seasonal average prediction
model and the mill area periodical average prediction model. These
concepts are explained in the following section.

The model parameters ti and pik (i 2 I; k 2 K) are case-specific.
The harvesting times ti were estimated by assuming that the total
area of the fields harvested is distributed consistently across the
season. For example, if the season is 200 days long, the total area
to be harvested is 200 hectares and a certain field has an area of
5 hectares, then the field will require 5 days to harvest. The compu-
tations required for determining the profit parameters Pik require
the estimation of the value of a particular field for a set of future
periods as well as the cost of harvesting the field during those peri-
ods. A sugarcane field contains a certain mass of sugarcane (cane
yield) at a certain recoverable value percentage (RV %). A multiplica-
tion of the cane yield and the relative RV % (the RV % adjusted for
seasonal variability), subsequently multiplied by the RV price
(published by the South African Canegrowers’ Association on
www.sacanegrowers.co.za) gives the value of the sugarcane in
South African Rands.
4.3.1. Cane yield
The prediction model used for cane yield is based on a regres-

sion approach and there is one model per variety. The data
spanned the time period 2002–2009, came from the four farms
in the case study area and were sufficient to model the cane vari-
eties N12, N16, N35 and N37. The response variable is in tons per
hectare and the regressor is called effective growth time (EGT),
which is the age of the cane in months, counting from germination
or re-germination, less the time spent during months of slow or
halted growth. In the case study area, June, July and August are
generally classified as such ‘‘no-growth’’ months. These so-called
base yield models are indexed over the field set I, and the time per-
iod set K. Let BM

ik (i 2 I, k 2 K) denote the response variable of a base
yield model. The DSS user input data needed to compute a BM

ik -va-
lue for field i during period k are the variety present on the field
and the future EGT of the field at the midpoint of period k. The
EGT of field i at the midpoint of period k is denoted by aik. For
example, a field containing the N12 cane variety, with i ¼ 4,
k ¼ 5 and an age of a45 ¼ 21:2 months has the BM

ik -value

BM
45 ¼ b1a45 þ b11a2

45 ¼ 11:7� 21:2� 0:29� 21:22

¼ 117:7 t:ha�1
h i

;

associated with it, where b1 and b11 are regression coefficients.
It was found that other factors than the variety and EGT are cru-

cial in order to estimate the values of the model parameters realis-
tically. These factors were partly incorporated by means of so-
called event yield models. The events that were incorporated into
the DSS were Drought death, Drought stress, Eldana Borer infestation,
Cool fire, Warm fire, Flowering, Frost �2 �C, Frost �3 �C, Frost �5 �C,
Frost �7 �C, Frost �9 �C, Frost black, Green leaf sucker infestation,
Lodging, Mosaic disease, Plough out early management decision, Red
rot disease, 6 week chemical ripening management decision, 8 week
chemical ripening management decision, RSD disease, Sesamia Borer

http://www.sacanegrowers.co.za
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infestation and Extremely wet conditions. The details of how the im-
pacts of these events were judged are described in Stray (2010).

These event yield models are simple first-order polynomials
that adjust cane yield as a function of the number of days elapsed
since some time marker. Let EM

ik denote an event yield model value
that adjusts cane yield in t:ha�1 during period k to account for
events that have occurred on field i. The base yield model and
the event yield model are added together into an expression of
the cane yield on field i during period k in

Mik ¼ BM
ik þ EM

ik ; i 2 I; k 2 K: ð15Þ
4.3.2. Recoverable value percentage
In order to model RV %, different varieties present in the case

study area were grouped according to similar characteristics. This
grouping was only performed for varieties for which data were
insufficient. Secondly, a second-order polynomial regression model
for predicted RV % was fitted using the number of the day of the
year as the regressor. In this case study, there were not sufficient
data to prove statistical significance of other regressors. Higgins
et al. (1998) as well as Lawes and Lawn (2005) used similar ap-
proaches in Australia. Given the cane variety, the predicted RV %
of a field may be computed for each period using the variety’s
regression model. This predicted RV % was termed the base RV %
model and denoted by BR

ik.
In order to account for the effect on RV % caused by the occur-

rence of environmental and other events, the use of event RV %
models was introduced, similar to the event yield models (EM

ij ).
Let ER

ij denote an event RV % model value that adjusts RV % during
period k to account for events that have occurred on field i. To com-
pute the resulting RV % value Rik on field i during time period j, the
base RV % model and the event RV % model are summed together
to yield

Rik ¼ BR
ik þ ER

ik; i 2 I; k 2 K: ð16Þ

If P is the season’s price per ton of recoverable value, �y is the
seasonal average percentage of recoverable value for the mill re-
gion and �wk is the average percentage of recoverable value for
the mill region during period k, then the remuneration for harvest-
ing field i during period k is given by

Vik ¼ PMikðRik þ �y� �wkÞ; i 2 I; k 2 K: ð17Þ

The part within brackets is called the relative RV percentage. In
order to predict mill region RV %, regression models were fitted
to data recorded by the South African Sugarcane Research Institute
for the Eston Mill. The years 1996–2008 were modelled, forming a
set of 13 possible models to use for prediction purposes. In order to
predict a future season, the regression model is selected which be-
longs to the year with the most similar climatic history to the cur-
rent year. This model is subsequently used to compute �y and �wk.
4.3.3. Costs
Harvesting sugarcane field i during period k was assumed to

cost a certain basic amount cik in South African Rands per hectare.
Some fields are, however, less costly to harvest during dry weather,
and this was modelled using a risk of wet conditions model based on
queueing theory. Let qik be the risk of wet conditions on field i on a
day during period k and let Qi be the penalty, i.e., an estimate of the
cost to the business, encountered if field i is scheduled to be har-
vested on a wet day. The cost to the business mainly consists of
the harvesting operation being forced to resort to loading the cane
onto small tractor–trailer combinations that subsequently unload
the cane onto the ground at so-called loading zones. It is not until
this stage that the cane may be loaded onto long-range, large vehi-
cles, designed to transport the cane to the mill. The zone-loading
cost component is given by

cZ
ik ¼ Q iqik; i 2 I; k 2 K: ð18Þ

The value qik may be computed if records have been kept of
field conditions, or may be approximated using historical rainfall
data combined with the estimation of dry-out rates of various field
types. The penalty Qi depends only on the accessibility of field i,
which for fields that are accessible by long-range, large vehicles
when dry is equal to the cost of zone-loading and for fields which
may never be entered by large vehicles is equal to zero. Such fields
are always zone-loaded, so their cZ

iks are fixed instead.
Our DSS imposes penalties in the form of costs as a means of

discouraging schedules that are deemed beforehand to be undesir-
able. This was achieved by introducing the concepts harvesting
time window (HTW) and harvesting time deadline (HTD) which
specify the number of days to wait at most before harvesting some
affected field and the date before which to harvest some affected
field, respectively. An HTD arises, for example, if a grower decides
to replant a field, in which case the farming practice is to harvest
and plough it early in the season in order to optimise total cane
yield. The field is in such a case associated with an HTD of 181,
encouraging harvesting to be scheduled before the end of June.
An HTW arises, for example, if a field is invaded by the destructive
stalk borer Eldana saccharina Walker. The field is in such a case
associated with an HTW of 20 due to the life-cycle of the insect.
The HTD cost penalty is denoted by cD

ik and the HTW cost penalty
is denoted by cW

ik . In summary, the cost component Cik is given by

Cik ¼ cik þ cW
ik þ cD

ik þ cZ
ik; i 2 I; k 2 K: ð19Þ

Given that Mik, Rik, Cik, �y, �wk and the RV-price P have been com-
puted according to the above procedures, the profit pik should be
computed as

pik ¼ Vik � Cik; i 2 I; k 2 K; ð20Þ

which is the profit used in (2).
5. Validation and case study

A case-study was conducted in the Richmond area, KwaZulu-
Natal, with data for and evaluation of our proposed schedules
being provided by a syndicate of four growers and their manager.
The syndicate shared harvesting equipment, harvesting operations
manager, transport contractor and labour. The manager was
responsible for running the harvesting operation, and to act as a
liaison between the authors and the growers. The growers had di-
vided the harvesting operation into two harvesting fronts, called HF
A and HF B, respectively. For a given harvesting front, a single set of
fields were harvested in sequence and no concurrent harvesting of
any fields within the harvesting front was allowed. Geographically,
HF A is situated a few kilometres north of Richmond. Fig. 2 includes
a map of the region which indicates the location of the five farms of
the case study in which the northerly farms (the larger of these two
is actually listed as two farms in the register) belong to HF B and
the two more to the south belong to harvesting front A.

The area under cane for HF A is approximately 150 hectares
spread across 37 fields varying in size between 0.56 and 9.18 hect-
ares. The varieties present in this harvesting front at the beginning
of the 2009 milling season were N12, N16, N35, N37 and N41. HF A
comprised two adjacent growers and all of their cane was deliv-
ered to Eston Mill, located approximately 35 km southeast of the
centre of the harvesting front. HF B is situated approximately
5 km north of HF A, the area under cane being approximately
300 hectares distributed across 79 fields ranging between 0.70
and 10.5 hectares. The varieties present were N12, N16, N23,
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N29, N35, N37, N40 and N41. HF B also comprised two adjacent
growers and delivered most of the cane to Eston Mill and some
to Noodsberg Mill.

The growers and the manager decided which field to actually
harvest next on a daily basis. The authors used an initial version
of the DSS to generate ‘‘shadow’’ harvesting schedules during the
2009 milling season, one for each harvesting front every fortnight.
The decision of which field to actually harvest was taken indepen-
dently of the shadow schedules. Every fortnight, the manager of the
harvesting operation returned a form capturing his and the grow-
ers’ general comments on the most recent shadow schedule, also
providing information of which fields had been harvested and
which fields had suffered from one of the 23 possible extraneous
events. A grade of 1, 2, 3, 4 or 5, representing the appraisals ‘‘very
poor,’’ ‘‘poor,’’ ‘‘acceptable,’’ ‘‘good’’ or ‘‘very good’’, was also sup-
plied for each schedule. The comments in this formal exchange of
information between the authors and the case study participants
constituted the main source of input for the subsequent improve-
ment to the initial DSS. The harvesting front manager’s comments
and the knowledge gained in response to the feedback on all sched-
ules generated throughout the season are presented in Table 3.

After this validation experiment, the next step was to com-
pletely rebuild and solidify the initial DSS into a final implementa-
tion of the DSS architecture that could handle all requirements and
other problems put forward during 2009. These included coding
the DSS in a different programming environment, refitting all the
regression models and updating the handling of certain events
and decisions that were not automated within the initial DSS. This
final DSS was developed during the season break from December
2009 to March 2010 and it was subsequently used to schedule
the 2009 season in hindsight, as well as shadow scheduling the
2010 season at two separate points in time. The final DSS is the
one presented in Section 4. Since the growers comments and
thoughts deeply influenced the development of the final DSS, it is
also their practices that are modelled, not just the ideas of the
authors. The DSS cannot be sustained without the optimisation
part, since rule-based formalism cannot place a Rand value on each
consequence of a harvesting sequence and re-trace itself to a better
solution. The authors’ experience is that growers do not merely fol-
low a rule-based formalism; they think and re-think and eventu-
ally decide which field to harvest based on their risk sensitivity
and appreciation of future costs and revenues.

Other than the comments from the growers, the shadow sched-
ules were measured according to their congruence with the actual
harvesting sequence. This congruence is perhaps only desirable
insofar as the actual harvesting sequence is the best, or, correct se-
quence. It may never become known what the correct sequence is,
but the comparison may still provide useful insight into the com-
plexities of sugarcane harvest scheduling.

The first measure of congruence was called schedule congruence
1 (SC1). SC1 was defined as the percentage of the fields shadow
scheduled for period 1 and period 2 combined (the first four weeks
of the shadow schedule), that were actually harvested within 6
weeks’ time from the first day of the shadow schedule. The SC1 val-
ues for the first nine shadow schedules for HF A and the first ten
shadow schedules for HF B during the 2009 season are shown in
Table 4. The appraisal grade returned by the harvesting front man-
ager is also shown. SC1 values were fairly consistent throughout the
season, as were the appraisal grades. Most shadow schedules
received a grade of 3 or more, suggesting that they were approxi-
mately ‘‘acceptable’’ to ‘‘good’’ on average, according to the grow-
ers. The poor values for 2010 were explained by the fact that
information on severe dry conditions was unavailable to the
authors at the time. A hindsight schedule of early 2010, not pre-
sented here, showed an improvement to the 2010 values in Table 4.

A second congruence measure, called SC2, was computed for
the shadow schedules of 2009. The measure was defined as the
absolute difference in days between the shadow schedule harvest-
ing date and the actual harvesting date for the first ten fields of the
shadow schedule. The results are shown in Table 5 and the
SC2-values indicate that there is an improvement in the final DSS
compared to the initial DSS, this claim being supported by compar-
ing the SC2 values for the first five shadow schedules of 2009
generated with the initial DSS to the hindsight schedules of 2009
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generated with the final DSS. Also shown in Table 5 are the ex-
pected values of SC2 of randomly generated schedules.

There is a statistically significant difference between the sha-
dow schedules and the random schedules (p < 0:01 for HF A and
p < 0:1 for HF B) employing a paired t-test. The hindsight sched-
ules of HF A and HF B are better than the shadow schedules, indi-
cating an improvement of 1 day for HF A and 44 days for HF B in
the DSS scheduling congruence from the initial to the final version.
6. Discussion

The DSS incorporates practically all relevant issues that may
arise when scheduling sugarcane harvest in South Africa, and
was validated and developed during two harvesting seasons in
the Eston Mill area of South Africa. The authors argue that this
work shows that a DSS can provide support to those tasked with
scheduling sugarcane harvesting operations. This claim is based
on the results of acceptance from the case study participants,
and the fact that the DSS better predicts what the participants
actually did better than randomly generated schedules did. The
participating growers approve of the provided schedules, and since
the schedules differ from what the growers themselves think there
is probably an increase in the amount of critical thinking around
harvest scheduling. In other words, the authors argue that the fact
that schedules that are not completely wrong are shown to the
growers cause them to think about their harvesting schedules
harder. Also, it is not only about generating a benefit—we now have
a model that ‘‘makes decisions’’ in a similar way to how growers
do. The model allows new lines of research—e.g., aiding in the sim-
ulation of answers to the questions: ‘‘How will harvest plans
change under conditions of climate change?’’, ‘‘What are the risks
when growers assume that conditions in the remainder of the sea-
son will be similar to those during the start of the season?’’ or
‘‘What if the rainfall regime suddenly changes?’’ There are many
decision support applications that now can be performed since
we have a model that ‘‘thinks’’ like the growers.

The intangibles of this project suggested that larger opera-
tions—25,000 tons per annum or more—would benefit more than
their smaller equivalents. A larger operation will have more fields
to be scheduled and will thus have more degrees of freedom after
all physical constraints have been considered (twenty fields are
easy to schedule, one-hundred-and-fifty fields are a lot harder).
There is thus more room for optimisation in larger operations. This
suggestion came directly from the growers involved in the case
study. The case study may be representative for other harvesting
operations, but the authors suggest that further research on this
DSS is conducted for larger producers and in different areas around
the world. The different mill regions across South Africa (and the
world) are subject to different agroclimatic conditions. In order
to function elsewhere than the case study area, the models within
the DSS have to consider the historical productivity data where it is
to be applied. Such homogenous areas could be as small as just a
part of a single farm or as large as several neighbouring farms.

Sugarcane farming shows similarities across the world, and this
DSS may show similar results provided that locally prevailing
extraneous events, management decisions, yield curves, sucrose
curves, payment system, delivery rules and rain periods are ad-
justed for in its models and numerical constants. The authors also
feel that the DSS would need some tuning even if other farms in
the Eston area were to be modelled, but this should be restricted
to refitting the yield and RV models to those farms’ historical pro-
ductivity data.

The system was found to provide sensible schedules under nor-
mal conditions and has proven some capability with respect to
handling external events or decisions. There is indication that the



Table 4
SC1 values for HF A and HF B during the first five months of the 2009 season and during the three first months of the 2010 season, displayed by period. The hindsight of 2009
should be compared to the 18–30 March schedules.

Period SC1 for HF A (%) HF A grade SC1 for HF B (%) HF B grade

18 March–30 March-09 25 2 24 4
31 March–14 April-09 50 5 25 3
15 April–26 April-09 25 5 7 3
27 April–10 May-09 40 5 33 3
11 May–25 May-09 0 5 8 3
26 May–8 June-09 — — 40 3
9 June–22 June-09 67 3 46 3
23 June–6 July-09 44 3 36 4
7 July–21 July-09 38 3 54 3
22 July–4 August-09 50 4 23 4
17 March–5 May-10 13 4 36 4
6 May–31 May-10 30 4 41 4
Hindsight 2009 43 — 64 —

Table 5
SC2 values for the five first shadow schedules generated during the validation of the
initial DSS and for the two hindsight schedules, along with expected SC2-values for
randomly generated schedules.

Schedule HF A HF B

Shad Hinds Rand Shad Hinds Rand

18 March–30 March-09 88 87 112 96 49 121
31 March–14 April-09 85 — 104 88 — 114
15 April–26 April-09 90 — 97 104 — 106
27 April–10 May-09 68 — 86 62 — 95
11 May–25 May-09 67 — 75 103 — 87
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initial validation experiment lead to improvements in the final
DSS, based on new measures intended to quantify schedule con-
gruence with actual schedules.
7. Conclusion

This paper presents a DSS for scheduling current sugarcane har-
vesting operations from a farm level perspective. There is indica-
tion that the DSS provides support to those tasked with this
scheduling problem. For evidence of full usefullness, the authors
suggest further work: model development may be conducted for
cases with larger harvesting operations as well as with a larger
number of case study participants and in other regions of South
Africa and the world. This DSS may, however, already be used to
tackle ‘‘what-if’’ type questions, playing the part of the grower in
simulated sugarcane supply chains or as a computing tool for prof-
itability analysis in environmental change scenarios.

This research area is vast and rather unexploited. There is
opportunity to consider many case studies in geographical areas
other than the one considered here, using this or other
frameworks.
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Appendix A. List of symbols
Symbol
 Meaning
Functions

A eð Þ
 aspiration function

BM

ik

base yield model
BR
ik
base RV model
cZ
ik
zone-loading cost function
cD
ik
harvesting time deadline penalty cost function
cW
ik
harvesting time window penalty cost function
EM
ik
event-driven yield model
ER
ik
event-driven RV model
z
 objective function
Sets

E
 neighbouring pair set in the tabu search method

I
 field set

K
 period set

Zþ
 all positive integers
Variables

xijk
 binary variable indicating field i being harvested

during period k before field j

yi
 time period during which a harvesting front

leaves field i

x
 encoded solution
Parameters

bi
 last time period

Cik
 cost of harvesting field i during period k

g
 improvement potential during an ejection chain

Mik
 cane yield when harvesting field i during period k

P
 current recoverable value price per tonne

pik
 profit from harvesting field i during period k

Rik
 recoverable value percentage in field i during

period k

!ik
 parameter indicating the relative performance of

a field i when scheduled for period k compared to
its best period
Vik
 value of field i during period k

�wj
 average regional weekly RV during period j
�y
 average regional seasonal RV
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Appendix B. Algorithms
Algorithm 1. Tabu search algorithm.

Input: A time limit ðtime limitÞ; tabu list tenures ðtpÞ; pointers

qðpÞ to the list TqðpÞ in which neighbouring pair p should be
stored.

Output: The best solution xI found to the problem.

start time system time; x RR; xI  x;
no local impr  0;

no global impr  0;
while system time 6 time limit þ start time do

h 1; Tp  ; for all p 2 1;2; . . . ;6f g;
while no global impr < max no global impr do

while no local impr < max no local impr do
trial tabu;
while trial ¼ tabu do

x0  x0 2 SNðxÞ that has the largest zðx0Þ;
SNðxÞ  SNðxÞ n x0f g; trial not tabu;
for p ¼ 1 to 6 do

ep  generate neighbouring pairp;
if ep 2 Tp AND zðx0Þ 6 AðepÞ then trial tabu;
p pþ 1;

end
if trial–tabu then

x0h  x0;
for p ¼ 1 to 6 do

ep;h  ep;
end

end
end
for p ¼ 1 to 6 do

Tp  Tp n ep;h�tp

n o
; TqðpÞ  TqðpÞ [ ep;h

� �
;

Aðep;hÞ  The largest among Aðep;hÞ; zðxÞ; zðx0hÞ
� �

;
end
if zðx0hÞ > zðxIÞ then xI  x0h ; no global impr  0;
if zðx0hÞ > zðxÞ then

no local impr  0;
else

no local impr  no local impr þ 1;
end
x x0h; h hþ 1;

end
x ECðxÞ;
if zðxÞ > zðxIÞ then xI  x; no global impr  0;
no global impr  no global impr þ 1; no local impr  0;

end
x RR;
if zðxÞ > zðxIÞxI  x;
no global impr  0;

end
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